
User guide for GASOLINE Cytoscape app

(version 2.0)

1 Introduction

This document represents a complete user guide for GASOLINE Cytoscape app
(version 2.0) for multiple local alignment of protein-protein interaction networks.

GASOLINE can compute and visualize local alignments in a user-friendly
way, without requiring any postprocessing operation. Alignments can also be
analyzed, by annotating proteins with corresponding GO categories.

To run Gasoline version 2.0, Cytoscape version 3.0 or later is required.

2 Description of GASOLINE version 2.0

In this section we briefly describe the new version of GASOLINE, a greedy
and stochastic algorithm for multiple local alignment of PPI networks. For
a full description of the original algorithm please read the following paper:
http://journals.plos.org/plosone/article?id=10.1371/journal.pone.0098750.

Given N weighted PPI networks, where weights are probabilities expressing
the reliability of pairwise protein interactions, the local alignment of PPI net-
works aims at finding a set of N subgraphs with the same number of proteins,
one from each network, that are conserved in their sequence and interaction
pattern.

Flowchart in Fig. 1 provides a general description of GASOLINE.
GASOLINE is able to produce an approximate solution through a stochastic-

greedy strategy consisting of two phases.
During the first step called bootstrap phase, we look for orthologous proteins

across the networks and build an initial alignment of nodes. The orthology score
between two proteins is measured as − log(eval), where eval is the BLAST E-
value between the proteins. Two proteins are considered orthologous if their
orthology score is defined. At the end of the bootstrap phase, the alignment
found is accepted if and only if each aligned node has an orthologous protein in
at least another aligning network, otherwise it is discarded. The aligned nodes
found in the bootstrap phase represent starting nodes of the suboptimal local
network alignment we are looking for.

The second step, called iterative phase, repeatedly adds (in multiple ex-
tension steps) and removes (in a single removal step) nodes in the network
alignment, trying to maximize the final alignment score.

Each extension step adds, in each network, a single node to the corresponding
aligned subgraphs, one node for each PPI network. The extension process is
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Figure 1: General description of GASOLINE version 2.0.

regulated by a density threshold δ (0 < δ ≤ 1), a threshold on the minimum
average density of aligned subgraphs. In order to identify conserved complexes,
which are usually linked to highly dense graphs, the extension is performed until
the average density of the aligned subgraphs is above δ.

Each removal step discards from the current alignment the set of proteins
(one from each network) providing the minimum contribution to the density of
the aligned complexes. In particular, the removal step discards the set of aligned
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nodes which have, on average, the minimum number of connections with the
other nodes of the corresponding aligned subgraph.

The initial phase and each extension step are performed through a Gibbs
sampling algorithm. Consequently, different iterations of the algorithm may
produce different local alignments. However, the results obtained in distinct
executions of GASOLINE are very similar with very few differences in the size
of aligned complexes.

GASOLINE iterates the above steps (bootstrap+iterative phase) and finally
gives as result set of local networks alignments. The alignments are ranked
according to an Index of Structural Conservation (ISC) score (between 0 and
1), relying on topology and sequence similarity. The higher is the ISC score,
the more conserved the alignment is.

GASOLINE implements preprocessing and post-processing steps. During
preprocessing, the search space for potential seeds is limited to proteins having
a significant interaction degree in each network, i.e. a number of proteins they
interact with that is above a user defined threshold σ. All nodes with degree ¿
σ in each network Gi (1 ≤ i ≤ N) are added to a set called Si. These sets will
be used in the initial phase and will be updated at each iteration, by removing
the nodes that GASOLINE has already tried to align in the bootstrap phase.
GASOLINE ends when at least one of the sets Si become empty.

Finally, during postprocessing, the final set of local alignments returned by
GASOLINE is filtered by removing highly overlapping complexes. In particular,
if two alignments have many nodes in common, the one with the least number
of nodes is discarded from the final set.

3 Features of the Cytoscape app

When GASOLINE is started from the ”Apps” menu in Cytoscape, a set of six
different panels appear in the ”Control Panel”:

1. ”Similarity information” (Fig. 3), to upload similarity scores between
different proteins;

2. ”Networks” (Fig. 2), to upload two or more networks;

3. ”Parameters setting” (Fig. 5), where the user can specify the values of
the main input parameters for the algorithm;

4. ”Optional parameters setting” (Fig. 6), to choose the values for other
input parameters;

5. ”Ontologies” (Fig. 4), to upload GO categories, that will be associated to
the proteins of the aligned subnetworks.

6. ”Output” (Fig. 7), to specify the folder where the final alignments found
will be saved;

A button labeled ”?”, if present, let the user know more about a specific
function or parameter of GASOLINE, whenever the mouse arrow is over that
button.
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3.1 Loading input data

Before running GASOLINE, the user needs to upload two or more networks
for the alignment, the orthology similarity scores between proteins of different
networks and, optionally, a set of GO terms associated to the proteins of each
network.

A list of input networks for GASOLINE can be uploaded, using the buttons
inside the ”Networks” panel (Fig. 2).

Figure 2: The ”Networks” panel.

Networks must be provided as text files where each row has the following
format:

ID protein 1 ID protein 2 prob interaction

and all fields in a row are separated by a tab character.
Orthology similarity scores between protein of different networks can be

uploaded from the ”Similarity information” panel, by selecting the option ”Use
BLAST E-values” and then clicking on the text field next to ”Similarity file”
(Fig. 3).

Figure 3: The ”Similarity information” panel.

Orthology scores must be provided as BLAST E-values between proteins of
different networks. The format of the orthology similarity file is the following:

ID protein 1 ID protein 2 BLAST E-value

and all fields in a row are separated by a tab character.
If the aligning networks are defined on the same set of proteins and share the

same protein namespace, the user can avoid to upload an orthology similarity
file and select the option ”Use protein names”. In the last case, only proteins
with the same names are considered orthologs.
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GO categories can be optionally uploaded from ”Ontologies” panel (Fig. 4).

Figure 4: The ”Ontologies” panel.

They can be uploaded as a text file where each row has the following format:

ID protein desc list GO comp list GO func list GO proc

and all fields in a row are separated by a tab character. The ”desc” field is
a short text describing the corresponding protein. If the value of a field is
unknown, it must be indicated with a ”-” character.

Whenever GO categories are uploaded by the user, the lists of GO compo-
nents, GO functions and GO processes of the proteins are considered as node
attributes in Cytoscape, so that they can be analyzed when local alignments
are visualized.

3.2 Running GASOLINE

The main input parameters for GASOLINE are contained in the ”Parameters
setting” panel (Fig. 5):

• ”Density threshold”: minimum average density of the aligned complexes
(default 0.8). The density of a complex C is defined as the ratio between
the number of interactions between proteins in C and the number of all
possible interactions between proteins in C;

• ”Sigma”: minimum network degree of proteins that can be potential seeds
in the initial phase (default 3). ”Sigma” to limit the search of starting
nodes of potential alignment to important nodes.

Figure 5: The ”Parameters Setting” panel.

The choice of ”Sigma” implies a tradeoff between speed and accuracy of
GASOLINE: the higher is σ, the faster is the method but the lower can be
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its accuracy. If networks are very sparse, low values of sigma (1 or 2) are
recommended.

The ”Optional parameters setting” panel (Fig. 6) contains three other input
parameters that are less critical than the previous ones for the performance of
GASOLINE:

• ”Overlap threshold”: a value between 0 and 1, denoting the maximum
allowed fraction of common nodes between two alignments, in order to
be considered distinct (default 0.5). At the end of the algorithm, if two
alignments have many nodes in common, the one with the least number
of nodes is discarded from the final set;

• ”Refine”: the number of extensions followed by removal steps in the iter-
ative phase (default 20);

• ”Min Align Size”: the minimum size of conserved complexes in the final
set of local alignments (deafult 4);

These parameters can be modified by selecting the option ”Active optional
settings”, otherwise the indicated default values will be used for them.

Figure 6: The ”Optional parameters setting” panel.

A higher value of the ”Refine” parameter can be used to increase the ac-
curacy of the local alignments found, but at the price of slowing down the
algorithm. In our tests, we experienced that 20 is a good value for such a
parameter.

Before running GASOLINE, we have to specify a folder where to save the
final alignments, by clicking on the text field next to ”Output folder” in the
”Output” panel (Fig. 7). Each local alignment will be stored in a separate text
file into the specified folder, containing the list of aligned sub-graphs and the
one-to-one mapping between aligned nodes. The mapping is represented as a
matrix where each row contains the list of proteins of the same aligned subgraph
and each column represents a set of aligned proteins.

Figure 7: The ”Output” panel.
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Finally, when the user click on the button ”Align”, the algorithm starts and
a task window appears (Fig. 8)

Figure 8: Alignment task window, indicating that GASOLINE is running.

3.3 Visualizing local alignments

When GASOLINE ends, a table containing the local alignments found appears
on the right side of the ”Results panel” of Cytoscape (Fig. 9). For each align-
ment, the size of the aligned complexes and the ISC score are reported in the
table.

Figure 9: List of final local alignments.
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A ”Show” button is associated to any row of the table: by clicking on it, the
user can visualize the corresponding alignment graph (Fig. 10) on the left side
of the ”Results Panel” of Cytoscape.

Figure 10: Alignment graph for the SSU-processome of yeast, worm and fly.

In the alignment graph, each node is labeled with the ID of the corresponding
protein. If GO annotations have been previously uploaded, the user can select
a node and retrieve the description of the protein and its corresponding GO
terms as node attributes, from the ”Node Attribute Browser” tab of the ”Data
Panel”.

There are two kinds of edges: the intra-edges, which connect proteins of
the same network and are represented with solid coloured lines, and the inter-
edges, which link proteins of different networks that map one another in the
local alignment, and are drawn with dashed lines.

Intra-edges have different colours, depending on their weight, i.e. the prob-
ability p of the corresponding protein-protein interaction: if 0 ≤ p ≤ 0.5 colours
range from green to yellow, if 0.5 ≤ p ≤ 1.0 colours range from yellow to red.
Weights are automatically associated to edges as attributes, so the user can
select an edge and retrieve its weight from the ”Edge Attribute Browser” tab
of the ”Data Panel”.
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